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1 Introduction

The debate over copyright and intellectual property in the United States has
sparked many heated conversations. Defenders of copyright law are often rep-
resented as over-emphasizing the analogy between intellectual ‘property’ other
forms of property; as protecting the profits of industries that abuse artists; and
as stifling creativity. Opponents, on the other hand, are often represented as
thieves or ‘pirates’; as wanting to have things of value without paying for them;
and as robbing artists of profits, thereby stifling creativity in their own way.

Neither of these caricatures is a good picture of the issues involved. The
extremist rhetoric with which each side depicts the other is a great source of
confusion and obscurity in the debate. It is my aim in this paper to help clarify
things a little. I think both sides make some bad assumptions, and I would like
to bring them to light. In particular, I think both sides wrongly assume that
creators only create for the sake of profit, and that artists don’t have ‘benevolent’
motivations: they don’t create for the sake of public good or utility. In short,
both sides assume that, whatever copyright law says, artists don’t generally
want their work copied unless they make a profit.

I have a counterexample for both these assumptions, but it may seem like a
strange one: the Free and Open Source Software movement. The programmers
who contribute to this software very often do so without making a profit; they
donate their valuable time to these projects with barely any monetary incentives
at all. Their reasons for doing so are, I suggest, very similar to those of artists
for creating artwork: they garner more intangible personal benefits from the
effort, and recognize the value of contributing to a public good besides.

The ability to freely copy another’s work is an essential part of Free and
Open Source software. It is so essential, in fact, that the movement has de-
signed several licenses to protect the freedom to copy, modify, and re-distribute
open code and documentation. Many programmers release software under these
licenses. But if the assumptions made in the ‘intellectual property’ debate are
right, they should never, or rarely, do so. If, on the other hand, I am right that
there is an analogy between programming and other forms of creativity, then
this practice provides an insight relevant to that debate: artists might not just
want their work to be freely copied—they might think it’s important to do so.
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2 Computer Programming as an Art

Outside the world of software development, few people would consider computer
programming to be an ‘art.’ Programming is a technical field. It requires great
precision and forethought, and is generally practiced by people who have ‘sci-
entific’ minds. Writing a program in a given programming language can feel
extremely constraining, because it requires the programmer to give exact in-
structions to the machine as to how it should carry out a complex task, and
computers (at the lowest level) can only do a handful of simple operations. In
this sense, writing a computer program is more like writing a complicated text-
book for an audience without much technical knowledge than it is like creating
a painting or a sculpture.

The reason we don’t think of programming as an art has to do with the way
the term “art” has changed over the centuries. In modern use, we have come to
think of “art” as being opposed to “science,” of being created and practiced by
a different sort of people from those who work in technical fields. We say that
artists use one side of their brains more easily, while scientists use the other. We
think of art as something abstract and slippery, a pleasant addition to civilized
cultures, but not something necessary for survival. We think of science as solid,
concrete, perhaps even necessary for carrying out the basic tasks of our lives.
And we afford scientists and artists different statuses in economic and cultural
life. Computer programming is part of the field of computer science; and, so
the conventional wisdom goes, it must not be an art.

This dichotomy has not always existed in its present form. Donald Knuth,
one of the most respected computer scientists of the last 50 years, has pointed
out that the terms “science” and “art” had nearly identical meanings in the
middle ages. People spoke interchangeably, for example, of the “seven liberal
arts” and the “seven liberal sciences”: grammar, rhetoric, logic, arithmetic,
geometry, music and astronomy. With the Enlightenment and the Scientific
Revolution, the terms began to diverge: “science” came to mean something
like “knowledge of Nature,” while “art” meant “the application of knowledge.”
Science was an abstract business, while art was a skill important in practical
life. [6, p. 668]

Computer programming is an art in this older sense: it is an application
of knowledge. Writing a computer program is usually a very practical activity.
It involves solving an abstract problem in one of many possible ways, usually
by applying some algorithm or procedure that is already understood to the
particular task at hand. For example, suppose you are writing a program to
sort a list of names alphabetically. The first step is to pick a sorting algorithm
from among the many different types available—bubble sort, heap sort, insertion
sort, and selection sort algorithms, to name a few. Once you have chosen an
appropriate algorithm, you have to implement that algorithm in the particular
programming language you’re using. This involves translating the abstract steps
of the algorithm into actual computer code. In the case of sorting a list of names,
the bubble sort algorithm can be stated thus:
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Compare each name in the list to all the names after it. If the first
name is alphabetically before the second on a particular iteration, do
nothing; if the second name is alphabetically before the first, swap
them.

In actual computer code, this algorithm looks much different. This piece of code
is written in the Python language; the variable lst is assumed to be a list of
strings containing the names to be sorted:

for i in range(len(lst)):
for j in range(i, len(lst)):

if lst[i] > lst[j]:
lst[i], lst[j] = lst[j], lst[i]

Knowing how to translate algorithms into code is an essential programming
skill. When programmers do this, the result is a program that is an applica-
tion of more abstract scientific knowledge, in the same way that a mechanical
engineer applies the laws of physics when building a particular machine to do a
certain kind of job. If engineering a well-designed machine is an art, computer
programming is an art in the same sense.

Is programmming an art in a more modern sense, though? Indeed it is. A
programmer creates works of art that can be beautiful, innovative, thought-
provoking, and pleasurable to consider. This is part of what is meant when
programmers say (as they often do) that a particular program is “elegant.”
Because there are many ways to solve every programming problem, different
solutions can be longer or shorter, more or less readable, simple or complex, fast
or slow, or ‘brute-force’ or ‘nimble.’ New programs can accomplish tasks that
were previously thought impossible (e.g., parsing natural language sentences), or
they can illuminate features of a problem that no one has previously considered.
Programs can even be beautiful when they don’t perform any practical task at
all. They may simply give pleasure to the programmer and sharpen his skills,
as Knuth observes:

We shouldn’t shy away from “art for art’s sake”; we shouldn’t feel
guilty about programs that are just for fun. I once got a great kick
out of writing a one-statement ALGOL program that invoked an
innerproduct procedure in such an unusual way that it calculated
the mth prime number, instead of an innerproduct. [6, p. 672]

In addition to the personal reasons Knuth gives, there are economic reasons
for thinking that programming is an art. Bruce Perens gives some of these
reasons in his article “The Emerging Economic Paradigm of Open Source.” [8]
Perens is a programmer that has been a leader in the Free and Open Source
software (FS/OSS) movement, and now works as a scientist whose research
focuses on FS/OSS issues. When a program is released as “Free” or “Open
Source” software, its code is made available to any other programmers who
wish to see it; they are free to read it, modify it, and re-distribute it however
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they like. This differs from the proprietary software that most computer users
are familiar with. Proprietary software is distributed only in machine-readable
form; a user’s computer can run it, but the user can’t read or modify the program
code that was used to generate the machine instructions.

Proprietary software is sold by companies like Microsoft, who profit from
selling copies of their programs. If the code for a program is freely available,
anyone can copy it and create a working version of the program for herself.
Thus, proprietary software vendors have to keep their code secret in order to
continue making profits. Without secrecy, their business model will fail. It
seems, then, that anyone who writes Open Source code is giving up any profit
they might make from it.

This turns out not to be true: as Perens points out in his article, different
companies and programmers contribute to FS/OSS projects for different rea-
sons. Hardware companies, for example, often pay programmers to write Open
Source drivers for their hardware, so that users can use different operating sys-
tems with that hardware. But the number of programmers paid to work on
FS/OSS projects is minimal compared to the number who work on them for no
profit at all.

Perens cites a 2002 study, the “Free/Libre Open Source Software (FLOSS)”
survey and study [5], which reported that most programmers contributing to
FS/OSS projects saw their efforts “primarily a hobby activity! . . . [The study]
found that many of them are motivated by technical curiosity and the desire
to learn.” [8] The study observed that, though some of the programmers con-
tributing to FS/OSS were paid for their efforts, many of them were pursuing
it for its own sake: of the nearly 3,000 programmers surveyed, only 4.4% said
they joined the FS/OSS community for the purpose of making money, and only
12.3% continued to develop FS/OSS because they made a profit. Motives like
“think that software should not be a proprietary good,” “improve OS/FS prod-
ucts of other developers,” and “participate in a new form of cooperation,” by
contrast, were each listed by more than 30% of the developers surveyed. [5]

This situation parallels the economics of the fine art world: while a few
artists are commercially successful, many continue to create art without achiev-
ing monetary success; they pursue art without it because it brings other, intan-
gible benefits. Perens describes the economic motivations of programmer-artist
“volunteers” in just these terms:

I feel that their motivation is similar to that of an artist: just as
a painter wants people to appreciate his paintings, a programmer
wants to have users who appreciate his software. . . . Volunteers de-
rive emotional fulfillment from having users for their software, just as
artists derive fulfillment from having others appreciate their paint-
ings. For volunteers, users provide an intangible benefit which the
volunteer desires. [8]

This is an important point; for me, it clinches the case. One of the defining
characteristics of “art” (in the modern sense) is that people pursue it for its
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own sake, often to the point of sacrificing resources that could produce profit
elsewhere. If programmers do this—and by now there are thousands, if not
millions, that do—their motivations cannot be anything less than artistic.

In sum, then, there is an analogy between computer programming and other
forms of art on several levels. First, programming is an art in the sense that it’s
a craft, a discipline of applied knowledge and practical problem-solving. Second,
it is a creative activity; programs are admired for their elegance and beauty, and
for embodying new ideas. Finally, it is an art in the sense that it is fulfilling
and pleasurable, and not merely a means to an end: many programmers create
software for the intangible benefits of praise from their users and recognition
from their peers, not just for practical or economic reasons.

I shall now turn to the question of what role copying plays in the world of
programming-as-art.

3 Free Software, Copying, and Utility

The ability to copy other programmers’ code forms the heart of the FS/OSS
movement. Without the copying of program code, free software would die, be-
cause programmers would no longer have the benefits that provide motivation
for them to contribute: they would not be able to cooperate with other pro-
grammers, since they would not have access to each others’ prior work; and
they would not be able to improve free software products without this ability
to collaborate. Most importantly, they could not learn from the techniques of
others or share their own techniques and skills—which would remove one of the
motives for contributing of about 70% of FS/OSS programmers. [5]

In order to protect the right of FS/OSS programmers to copy and share
each others’ code to ensure that their work continues, the movement has created
definitions of the rights software users should have, as well as licenses to protect
those rights. The GNU project, which began the FS/OSS movement in the
early 1980s and wrote much of the software included in free operating systems
today, defines “free software” in terms of four specific freedoms granted to users
[9]:

• The freedom to run the program, for any purpose (freedom 0).

• The freedom to study how the program works, and adapt it to their needs
(freedom 1).

• The freedom to redistribute copies (freedom 2).

• The freedom to improve the program, and to release improvements to the
public, so that the whole community benefits (freedom 3).

Access to the source code of a program is necessary for users to have freedoms
1 and 3.

The GNU project has also written a software license, the GNU General
Public License (GPL) [10], to protect these freedoms. The source code of any
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program released under the GPL is made freely available. Moreover, the GPL
is what the Free Software Foundation calls a form of “copyleft”: it requires
all derivative works based on a GPL-licensed piece of software to have licenses
that grant users the same freedoms that the GPL does. This ensures that,
once a program is “freed” by releasing it under the GPL, no one can take the
freely-available source code and turn it into a proprietary program.

The GPL is the most popular FS/OSS license. The website freshmeat.net,
which hosts source code for FS/OSS projects, says that 66% of the programs it
hosts—some 30,000 pieces of software—are released under the GPL; no other
license covers even 10% of the programs, and most cover fewer than 2%. [3] Sim-
ilar code-hosting websites, such as sourceforge.net, have shown similar statistics.
[4]

What does all this mean about the motivations of programmers who con-
tribute to FS/OSS projects? The GPL is the most popular free software license,
and it is explicitly designed not only to protect the freedom of programmers to
copy, modify, and re-distribute others’ code, but to keep derivative works free
as well. This means that the programmers who contribute to FS/OSS are, by
and large, not merely interested in deriving personal (even if intangible) benefits
from the experience; they are interested in enabling others to do so as well. In
short, even though the motives of particular programmers range from wanting
to learn to wanting to improve software they find useful and beyond, the driving
force behind FS/OSS on a social level is public utility. Programmers, as artists,
not only want recognition and appreciation for their work; they want others to
be able to reap those benefits too (in addition, of course, to the more humdrum
benefits of having useful software).

There is more evidence for this sentiment in the writing of Richard Stall-
man, who founded the GNU project and is now president of the Free Software
Foundation. According to Stallman, his reasons for starting the GNU project to
develop a complete FS/OSS computer operating system were simple: he could
not, in good conscience, create or use software that he would not be able to
share and use to help others.

I consider that the golden rule requires that if I like a program I
must share it with other people who like it. Software sellers want to
divide the users and conquer them, making each user agree not to
share with others. I refuse to break solidarity with other users in this
way. I cannot in good conscience sign a nondisclosure agreement or
a software license agreement. [11, p. 32]

Stallman’s express purpose is and always has been to foster a community in
which members are free to help their neighbors. He sees proprietary software
as obstructing that social value. It is for this reason that he included freedoms
2 and 3 above among those that free software should uphold, and why he and
others developed the GPL to protect those freedoms. Given the widespread use
of the GPL, without even considering other free licenses, we can only conclude
one thing: other programmers share Stallman’s values. The ability to copy is a
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necessary condition of the development of free software—but it is also a goal, a
freedom that thousands of programmers are seeking to foster and protect.

4 Utility and Other Forms of Art

People have valued art since antiquity. Artists derive pleasure from creating
works of art, and others derive pleasure from experiencing those works. We
have recognized art as a public good for centuries; many societies at many
points in history have funded the arts with public wealth. If anyone were to
argue that art does not have public utility, he would have to argue that one of
humanity’s most longstanding practices has been in vain.

For a long time, however, part of what has made works of art valuable is their
uniqueness or rarity. The historical paradigm of the ‘public value’ of artwork is
of a single artist commissioned by a government or a private patron to create
a single work which is then made available for public viewing—on the ceiling
of a chapel, for example, or on display in a tax-funded museum. Public value
depended on a work being so beautiful that (1) the public would pay for it and
(2) many people would be willing to go see it to experience that beauty (and,
presumably, to get their money’s worth).

More recently, techniques for reproducing artwork—including photographic
copies of images, digital copies of recorded music, manufacturing of designed
objects, and so forth—have made it easy to disseminate a work of art to the
public. All postmodernist arguments about “what this means for art” aside, I
think this is generally a good thing: if the public value of a work consists in
many people being able to experience it, then distributing copies of a work to a
wider range of people increases that value.

When I speak of the “public utility” of a work of art, I mean the collec-
tion of all the things people obtain by experiencing that artwork that makes
it valuable to them, either as individuals or as a social aggregate. Much of
the public utility of a work consists (one would hope, anyway) in individuals’
experience of pleasure upon encountering its beauty. Art’s public utility also
consists in communicating new concepts, documenting intellectual movements,
creating interesting skylines, giving people something to talk about at dinner
parties or in classrooms, and making doctors’ offices more tolerable places to sit.
Whatever an artwork is useful for, from the lofty and abstract to the humdrum
contributions it makes to daily life, is part of its public utility.

This is where copyright comes in. Copying a work almost always increases
that work’s public utility, by definition: if more copies are available, more people
will be able to use it in ways that will make the work valuable to them. Note
that when I say “valuable,” I mean something more like “worthwhile” than like
“profitable.” Obviously, a work generally only has commercial value insofar as
it is rare; but this kind of value is not part of public utility, since it is based
on other people not having the work. If, as is usually perceived to be the case,
copying a work increases its public utility but decreases its commercial value,
and if (we assume for the moment) that works of art must have some commercial
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value in order for artists to keep making them, then a balance needs to be struck.
Artists must be guaranteed some commercial value of their work, or there will
be no artwork with any public utility at all. Copyright law is supposed to give
artists a measure of control over the commercial value of their work, without
harming the eventual public utility to be gained from that work, especially after
it passes into the public domain.

Public utility may seem a strange angle to approach copyright from: many
people think of copyright as a sort of natural right of artists to say how their work
is used. As Richard Stallman has pointed out, however, copyright is very much
an unnatural right; it is much more ‘natural’ for people to copy others’ work.
His view is that “copyright is not a natural right, but an artificial government-
imposed monopoly that limits the users’ natural right to copy.” [12, p. 16] In the
United States, the government has the power to impose copyright monopolies
because of a clause of the first article of the Constitution, which states in section
8 that

Congress shall have the power to . . . promote the progress of science
and useful arts, by securing for limited times to authors and inven-
tors the exclusive right to their respective writings and discoveries.
(Emphasis added.)

What does this clause mean? There is, obviously, an entire history of legal
interpretation of this clause, which has mainly tended toward extending the
control that copyright holders wield over uses of their work. [7] I am less inter-
ested in the way the clause has actually been interpreted, however, than in how
it should be interpreted in the future.

The interpretation that suggests itself, in light of the foregoing discussion,
is that the purpose of enacting copyright law in the United States is to increase
the public utility of creative works, both of art and of science. The clause
specifically says that the arts copyright covers should be useful : that is to say,
they have utility. It would be possible to interpret this narrowly and argue that
the only ‘useful’ arts are those which produce things of tangible, material value.
(It’s interesting that, under such an interpretation, computer programming is
an art more deserving of copyright protection than, say, writing poetry.) But I
think it would be reasonable to interpret “useful” more broadly, and say that
even the most frivolous artwork has some use if it gives someone pleasure to
encounter it.

The progress of the useful arts is, most plausibly, an increase in their utility:
when more people have more uses for and value more highly the works produced
by artists, progress is served; when fewer people have access to those works, or
those works have fewer uses, or people value them less, it is not. Since it is the
Congress that is given the power to promote this progress, we should interpret
the clause as intending that the utility of the arts be increased for the whole
nation, not just a privileged set of its members. Therefore it is public utility of
artworks that copyright law ought to seek to increase.

Finally, the clause gives Congress this power through a specific means: by
securing the exclusive rights over works of art to their creators, for a limited time.
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This is, presumably, to ensure that works of art will have enough commercial
value for a limited time that artists will have a means by which to make a living,
and therefore to continue producing other works. But since this practice is in
tension with the goal of increasing public utility, the clause makes it clear that
it is the public goal which is primary, and that protecting artists’ copyrights is
only a means to that further end. That is to say: if the law has to make a choice
between benefiting the public and benefiting a particular individual, it should
choose the public. (One would think this common-sense conclusion should be
obvious.) If copyright protection is not benefiting the public, or only benefiting
the public as a side-effect of benefiting artists, it is not serving the only purpose
the Constitution allows it to serve—and it should be revised.

The trouble is, in many ways, copyright law today is no longer promoting
public utility first and private commercial value second. Lawrence Lessig has
spelled this out in very clear terms in Free Culture. He argues that, though
United States law has always in the past adapted in a moderate and reasonable
way to accommodate new technologies, it is no longer doing so. Instead, the law
is imposing extremely harsh penalties on individuals for actions that would never
in the past have even fallen under the scope of copyright law. New technologies,
the Internet chief among them, are making possible new forms of creativity, but
because these art forms depend on making copies, those who practice them have
become liable for their actions. The law and its enforcers are therefore actually
threatening the very thing they are supposed to protect: the public’s interest in
innovative and useful works of art. [7]

5 Analogies

It should be clear by now, I hope, that I think increasing public utility is the
only justification for copyright protection under United States law. What I
find curious is that the current debate over copyright issues, particularly over
file-sharing on the Internet and its implications in the music industry, seems to
ignore this point entirely. Whenever the issue arises, the arguments on both
sides are almost always framed in terms of individual utility: the usefulness and
commercial value of works for artists and the companies that promote them,
on the one hand, versus the usefulness and personal value of those same works
for the individual ‘pirates’ who would copy them freely. There is a lot of talk
about various kinds of ‘incentives’—incentives for artists to create, incentives for
consumers to use technologies that restrict their ability to copy, incentives for
companies to promote artists, and so forth. Very few people frame the question
this way: “Does our current system of copyright serve the purpose of promoting
the creation of works that the public as a whole will find useful and valuable?”

Perhaps I am far behind the debaters; perhaps they think this question has
already been answered, or that to ask it is to engage in a kind of unrealistic
idealism. (If they think it has already been answered, then it’s unclear to me just
what the answer is, and it certainly warrants at least another look.) Whatever
the reason, what I want to do in this section is to return to the points I made
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in the first half of this paper, and see if they provide any insight into how we
can re-draw the copyright debate around the question of public utility.

The first point to consider is that, since we can reasonably regard computer
programming as an art in several senses, then we can take the actions of com-
puter programmers as indicative of what the actions of other artists might be
like, or could be like in the right circumstances. If computer programmers have
‘artistic’ motivations for creating the programs that they do, then we should
expect other artists to have similar motivations for creating other types of art-
work.

The second point is that programmers do not require monetary incentives
to continue creating useful and beautiful programs. It is enough, for many of
them, to gain the intangible benefits of learning and sharing new techniques,
of recognition from their peers and their users when they produce high-quality
work, and of being part of a large cooperative effort. Likewise, then, we should
consider that other artists will also create without monetary incentives; the
intangible benefits of creating artwork and putting it forth for others to experi-
ence will be enough motivation for many. Thus, the assumption of the current
copyright debate (and, partly, of the Constitutional clause) that artists will only
create works of art if they have control over the commercial value of that art is
false.

It might be objected that the reason programmers can afford to volun-
teer their time pursuing ‘artistic’ FS/OSS projects is that “they have day
jobs”—they have a technical skill for which they can be well-paid when they
are not contributing to those projects—but this is true of other artists as well.
The expectation that artists have to supplement their income through other
means than through their art is so common as to have become a stereotype; if
programmers have a special advantage in this respect, it is only a difference of
degree, not of kind.

A third point is that other artists probably want to see the freedom to copy
their works, and to produce interesting derivative works, protected. Just as
FS/OSS programmers freely choose to license their programs under the GPL
because they think the freedom to copy and improve them is a public good
worth protecting and propagating, other artists (given the chance) will want to
protect those freedoms as well. And they are starting to do so: in February
2005, creativecommons.org, a site that provides ‘open source’-style copyright
licenses to artists, reported that over 10 million webpages linked to one of their
licenses.1 The most popular license of those, accounting for 37% of the total, was
the “Attribution Non-Commercial Share-Alike” license. [1] Creative Commons
explains the content of this license as follows:

This license lets others remix, tweak, and build upon your work
non-commercially, as long as they credit you and license their new
creations under the identical terms. Others can download and re-
distribute your work. . . but they can also translate, make remixes,

1Presumably, that number has grown in the past two years; and it doesn’t include works
under Creative Commons licenses that are not on the Internet.
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and produce new stories based on your work. All new work based
on yours will carry the same license, so any derivatives will also be
non-commercial in nature. [2, emphasis added]

The Attribution Non-Commercial Share-Alike license is a form of copyleft,
since it, like the GPL, guarantees that derivative works remain free as well.
Its popularity clearly indicates that artists have some of the same reasons for
permitting (and protecting the right of) others to copy and modify their work.

These are important facts to remember when people talk, in the context
of the copyright debate, about the incentives for artists to create. Not all
artists need commercial incentives to create, and not all artists need to prevent
others from copying their work in order for it to be commercially viable. We
should keep these in mind when we ask: how should we change copyright law
to better fulfill its purpose of increasing the public utility of works of art? A
strict interpretation of the Constitution only allows Congress the power to foster
public utility by providing exclusive rights to artists over their work. How can
we work within that constraint?

One lesson we can learn from the FS/OSS movement is that providing exclu-
sive rights can actually be a way to protect freedoms and to increase the public
utility of works. As Lessig points out, the GPL wouldn’t work if copyright law
did not grant exclusive control to authors over derivative works, and if software
did not fall under copyright protection. [7, p. 265] Neither would copyleft Cre-
ative Commons licenses. It’s clear that these kinds of licenses serve to increase
the public utility of works, but it’s also clear that many licenses exercise ex-
clusive control over works in a way that does not. In considering revisions to
copyright law, then, we should find a way to build in the kind of exclusivity
that allows free or ‘open source’-like licenses to work, while removing exclusive
rights that tend to serve private interests at the expense of public benefit.

One way to do this would be to build a system of graduated control over
derivative works. Copyright law2 could define different levels of free licenses,
ranging from those in which the artist maintains complete control over how her
work is used to those in which she permits others to use it freely. Proprietary
software licenses fall on one end of this scale, and the GPL falls at the other;
but there’s a lot of room in between. When artists choose to maintain exclusive
control over how their work, in its entirety, gets used, they should have very
limited rights over derivative works. When artists choose to release their work
under a license ‘higher up’ on the scale—under a license that explicitly grants
users of the work to make copies, make improvements, use them in new ways,
or re-distribute those copies—the law should grant those artists more control
over derivative works, because they’ve made it clear that they’ll be using that
control in a way that serves the public interest.

2While I have been speaking about copyright law pretty exclusively throughout this paper,
there is no reason that the proposal I give here could not be extended to other areas of intel-
lectual property law. Indeed, it would probably be best if we revise the whole of intellectual
property law at once, so that organizations that currently use exclusive licenses to keep a
stranglehold on their content don’t simply try to abandon copyright for a different form of
protection.
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Critics may think this schema is simply a way to legitimate ‘piracy’. This is
not a very serious objection. The law would still prevent genuine piracy—the
practice of taking someone else’s work without asking, thereby stealing poten-
tial profit from the artist. But pirates can only ‘steal’ what is not given away
freely: namely, the works licensed under terms at the very bottom of this scale.
By explicitly recognizing the existence of free licenses and offering more control
to those who use them, the new law would reduce the number of ‘pirates’ dra-
matically, since many of today’s ‘pirates’ are in fact innovators building on the
work of others.

A more serious objection is that my proposal is somehow not economically
sustainable. In the long run, the argument goes, artists need to make profit from
their work (even if they create work for some period without selling it), and they
need exclusive rights over their work to make that profit. So even if there were
an initial surge of artists choosing free licenses for their work, the practice would
die eventually, and we’d be back where we are now, with a majority of work
being licensed under the exclusive terms at the bottom of the scale.

This objection doesn’t work either, however. First, I would point out that I
know of no data that would support this claim, and I imagine it would be very
difficult to find. Second, the FS/OSS movement and the Creative Commons
users seem to make a significant counterexample: in both cases, many original
and derivative works are released under free licenses, and neither movement
shows any sign to date of slowing down. So if there is a ‘long run’ economic
argument to be made, we should at least wait and see if it holds up.

It would be unfair, though, not to acknowledge the kernel of truth in this
second objection. Artists, like everyone else, need to make a living somehow.
Indeed, it is probably only when people feel somewhat secure in their ability to
get by that they turn to more creative pastimes. The schema I am proposing
does not ignore this fact: artists still have the right to maintain exclusive copying
control over their own work if they so choose. There are two factors, though,
that I think will make free licenses sustainable and increasingly widespread.

First, we should recognize that artists’ careers develop in different directions
at different times. At any given time, some artists are economically secure.
Those who become commercially successful will eventually reach a point where
they do not need to license their work in an exclusive manner to get by, and if
they have motivations other than profit (as I have been suggesting), they will
at some point license their work differently. Thus, it’s plausible that there will
always be ‘seed works’ on which new free works can be based.

Second, once a freely-licensed work, especially a copylefted work, enters the
‘commons’ of work that others can build on, that commons can only grow. A
single copylefted work can spawn hundreds of others, which in turn can produce
others, and so on. Each of those works remains free as well, and the cost of
producing this large body of derivative works is distributed over the individuals
who create them (whatever their motivations are), so that no single person is
ever shouldering any more than a tiny fraction of the burden of sustaining this
commons. I have argued that this tiny fraction is a burden that many are willing
to take on, either because they derive personal and intangible benefits from it
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or for other reasons. There is, therefore, no reason to suspect that we would
see a collapse under my system where works eventually relapse to the present
‘exclusive market’ state of things.

The idea behind my proposal is to allow and encourage just those things
which Stallman and his followers consider important: helping one’s neighbor,
creating new ideas by building on the work of others, and thereby ensuring that
a great variety of useful and valuable works are made publicly available. These
values are exactly the things that the Constitution intends copyright law to
protect. We have no legal basis for doing anything else. By taking the FS/OSS
movement as an example, we can also see that achieving a new balance between
artists’ incentives and public utility in a way that better serves the public is
possible. I conclude, therefore, that we have an obligation to do just that.
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