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Introduction

It’s trivially true, I think, to say that for human observers, there is indeed a
distinction1 between what’s observable and what isn’t. There are some circum-
stances in which we can observe a thing, and others in which we can’t observe it.
I can lose my pen under a pile of papers, or misplace my car keys, and both will
be unobservable to me until I find them again. It would be odd to say, though,
that I couldn’t possibly observe them again. What’s controversial about the
distinction between observable and unobservable things is, first of all, whether
it is somehow ‘principled’; and second of all, whether a principled distinction,
if it exists, should constrain what scientists do or what we can know about the
world. The worries are usually about the unobservable parts of the world, so
that’s where I’ll focus.

Though it might be ‘principled’ in one sense or another, I think that the
distinction does not particularly constrain what scientists do, since it’s the sci-
entific investigation of unobservables that leads us to draw the distinction where
we do. Those investigations aren’t likely to stop, and their conclusions aren’t
likely to be thrown out, simply because we give a name to what’s being studied.
By claiming that once we label a thing “unobservable” it discredits or makes
suspect all the knowledge we already have of it, anti-realists undercut the very
evidence on which their claim is based; therefore, we shouldn’t accept the lim-
its they introduce on knowledge of unobservables. That is the thesis I will be
defending in what follows. It may be that scientific knowledge comes at an
epistemic price (usually, the price is giving up the certainty of a priori truths),
but we generally think it’s still a good investment, and philosophical tags like
“unobservable” won’t change its value.

1It’s worth pointing out that, although I will refer to “the distinction” (in the singular)
between observables and unobservables throughout the paper, this distinction is really the
conjunction of many individual distinctions: each thing we study is either classified as “ob-
servable” or “unobservable.” To say that “there is a distinction between unobservables and
observables” is, essentially, to say that there is at least one thing that we call “unobservable.”
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1 What “Observable” Really Means

What do “observable” and its counterpart mean? What’s observable is what can
be observed; what can be observed are the objects of observation. In science,
people observe things2. That is, an observation is a particular kind of relation
between a person and a thing, and to call a thing “observable” is to say that
it is capable of entering into this kind of relation, even if no one happens to be
observing it at the moment. Likewise, to call a thing “unobservable” is to say it
is incapable of bearing this relation to us. But what, exactly, is the relation that
we call “observation” like? On the face of it, ‘observation’ is a lot like ‘seeing’ in
that it implies a perceptual awareness: if I observe X, whatever it may be, then
I have noticed X. This awareness can come from any of the other four senses as
well; or it might not come directly from any of them at all, but draw on other
background knowledge.

Bas Van Fraassen points out that when we call something “observable,” we
mean it relative to our own human abilities. It isn’t right to say something is
observable if, for example, we would be able to see it (only) if we had electron
microscopes for eyes. Imagining such circumstances doesn’t make atoms “ob-
servable” for him any more than the fact that, if we were large enough, we could
pick up the Empire State building makes it “portable.” From the point of view
of physics, he says, “the human organism is...a certain kind of measuring appa-
ratus” [2, 17]. Measuring apparatuses are designed to measure certain variables
within a limited range: you can’t use a yard-stick to measure a molecule. Like-
wise, you can’t use a human eye to detect light with a wavelength longer than
800nm, or a human ear to find out what a single atom “sounds like.” It is these
limitations on our measuring abilities—“our limitations, qua human beings” [2,
17]—that van Fraassen thinks make the difference between what’s observable
and what’s not.

The fact that the observability of a thing depends on the measuring abilities
of the observer makes “observable” a vague predicate. Though each of the
human senses functions within a certain wide range, every particular human
can only observe within some subset of that range. Certain people can see
very distant planets; others can distinguish letters on a page with their sense
of touch. Different things may be observable or not to different people, even
in the same circumstances. Hence, “observable” and “unobservable” are not
predicates we can assign to things in any absolute way.3 Without also knowing
the properties of the observer, we can’t say that “X is observable” is either true
or false. But the predicate’s vagueness doesn’t make it unusable, because there

2I have chosen to use “things” here instead of “entities,” as van Fraassen does, because
(as I argue later) we can observe things that are distinctly non-physical, and “entities” has
a more physical connotation. “Thing” is a broader notion and therefore better suited to the
account of observation I want to give. Also, “thing” begets “something,” which rolls off the
tongue with far less pretension than “some entity.”

3It may be that some things will always fall outside the range of human observation, but
the fact that some things might be absolutely observable or unobservable doesn’t change the
fact that the observability of other things is not so clear. In those cases, “observable” remains
a vague predicate.

2



are clear cases of both observable and unobservable things: tables and electrons
are the usual examples. It’s only for things that some people can observe and
others can’t that we have to appeal to the properties of the observer to decide
whether to call them “observable.”

Ian Hacking agrees that calling a thing “observable” can differ from one
person to the next, and he suggests one plausible reason that such differences
crop up: observability depends not just on the limitations of the senses but also
on training and conceptual knowledge. The ability to observe certain sorts of
phenomena is a skill, and when a scientist reports that she observed a thing,
she often does so on the basis of many subtle and esoteric criteria. Her sensi-
tivity to such criteria depends on her education, natural ability, and practice.
Cell biologists learn to distinguish cell structures from dust under a microscope;
archaeologists learn to observe primitive tools among odd shards of rock; ento-
mologists learn to observe the differences between mimicking butterfly species;
and so on. (Such subtle observations are not limited to scientists, either: trained
musicians, for example, can observe tone and timbre variations that I cannot,
to say nothing of wine connoisseurs.)

Hacking’s emphasis on training invites another question: if the observability
of some things depends importantly on a scientist’s background knowledge and
skill, are observations ‘theory-dependent’? He discusses Hanson’s claim that
“one may see or notice a phenomenon only if one has a theory that makes sense of
it” [1, 179]. Hacking is appropriately noncommittal on this issue. In some cases,
he thinks, background beliefs and expectations do determine what’s observable.
This is the case with the entomologist, for example: where an untrained eye sees
two of the same butterfly species, he can observe their differences at a glance. In
other cases, it is the lack of any background theory or expectations that makes
phenomena seem surprising to an observer, and they seem especially noticeable
to her as a result.

I think this is the right move to make: we can’t determine a priori which
parts of our training or conceptual knowledge will bear on any particular obser-
vation. Hacking is especially adamant that we don’t require theories to observe
things, on any normal understanding of “theory.” I do think it’s worth noting,
though, that probably some (non-theoretical) aspects of our experience and
background knowledge bear on most scientific observations; but which aspects
matter, and how much they matter, varies from one observation to the next.
Observation is perception, not simply sensory stimulation; and perception is
at least partly conceptually structured by our background knowledge on any
reasonable account.4 Even when we stumble upon unexpected phenomena, we
notice them because of the way they fit or contradict our background experience.
We should allow, then, that part of what makes a thing ‘observable’ or not to a

4There is much psychological evidence that only a fraction of the information imparted to
our senses actually reaches conscious perception, and many modern psychological theories are
based on the idea that our subconscious cognitive architecture (whether innate or shaped by
learning) structures the way we perceive things. To exclude certain observations from bearing
on the observable/unobservable distinction just because they require conceptual knowledge
would be to exclude many observations that are important in science.
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particular observer is the wide conceptual and experiential framework (perhaps
beyond specific scientific training) in which the observation takes place.

To sum up: calling something “observable” asserts a relation between that
thing and a (human) observer. What’s observable is determined, to a first
approximation, by the limits of human sensation. Within those limits, what’s
observable by a person may or may not depend on the observer’s knowledge
of scientific theories, but it does normally depend in some respect on how the
observer has come to see the world. Personal history and training can make the
difference between a thing’s being observable to one person and not another;
we have to know some facts about the observer and the circumstances before
we can determine what is and isn’t observable in those circumstances.5 We can
observe non-physical phenomena, like ‘the difference between these butterflies’
or ‘the piano’s being off-key’, so the observation relation also extends to things
which do not have the ability to stimulate our senses directly.6 Hence, even
philosophers can admit that using instruments to augment the senses need not
prevent us from calling the things we detect with them “observable.” Hacking
points out that for scientists, anyway, what’s ‘directly observable’ can extend
far beyond the normal range of our senses [1, cf. p. 183]. Calling something
“observable” in this sense has a very different meaning, which is closer to “I can
initiate a chain of events that will allow me to infer something about X” than
the more philosophical sense of “the properties of X are immediately present
to me.” Normally, using “observable” in the former sense implicitly refers to
a series of things which are observable in the latter sense; in particular, good
experimenters learn about less (philosophically) observable things by observing
the behavior of their instruments.

In any particular set of circumstances, whether or not something is observ-
able depends on a variety of contingent facts about the limitations, training,
and conceptual knowledge of the observer, the technology available, and the
properties of the thing to be observed. To call something “observable”—or,
what may be more to the point, “unobservable”—we have to know something
about these facts. Hence, drawing a distinction between ‘observable’ and ‘unob-
servable’ things depends on the current state of scientific knowledge. Theories
about human anatomy and perception and about the properties of the thing
in question are obviously relevant, as are theories that describe the principles
on which new technology operates. New discoveries and new technologies may
lead us to re-classify previously “unobservable” things as “observable” (by giv-
ing us a means to observe them clearly) or vice versa (for example, by showing
them to be artifacts of preparation). Both the set of ‘observables’ and the set
of ‘unobservables’ can gain and lose members as science advances.

5Of course, I am not advancing a relativist thesis in this paper. Though what’s observable
will vary across observers and circumstances, it’s only when scientists agree on whether or not
something is observable—which they determine through controlled observation, repetition,
and so forth—that they will assert that “(un)observable” characterizes the relation between
us and that thing.

6Conversely, it would be strange to call “observable” some things which do stimulate our
senses directly, like photons, simply because they do.
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2 A Principled Distinction?

From what has been said, it might seem like the distinction between observables
and unobservables could never be ‘principled’, since it depends so much on facts
about individual observers and about the current state of our theories, both of
which change constantly. This doesn’t seem quite right, though, since we know
that the essential properties of some things prevent us from observing them
directly (in the philosopher’s sense, anyway). We could not visually observe
electrons unless either our eyes or electrons were so radically different that we’d
probably be unwilling to call them “eyes” and “electrons” anymore. So is an
electron ‘unobservable-in-principle’? What does ‘in principle’ mean, here?

It’s clear that it does not mean ‘a priori ’ or ‘logically necessary’. We can
imagine, if we like, possible worlds wherein electrons are observable to us, al-
though those worlds might be so different from this one that humans and elec-
trons would be almost unrecognizable. Though ‘in principle’ means ‘across
some set of possible circumstances’, it does not mean across all possible cir-
cumstances. Instead, we need to say something like, “To be ‘unobservable in
principle’ is to be unobservable in all possible scientific circumstances which are
sufficiently similar to our own as to be relevant.”7 But which circumstances are
those? We have a string of vague predicates to deal with here. We might, for
example, take ‘relevant’ circumstances to include those in which we have access
to better technologies and knowledge of future scientific discoveries. I think
that formulation is too strong: since we don’t know now what those discoveries
and technologies look like, and since what we count as unobservable depends
on them, the question of whether or not a thing is unobservable-in-principle is
undecidable. On the other hand, if we restrict the relevant cases to ones that are
almost completely similar to our own, we have the same problem: there’s not
enough information to decide about the principled unobservability of a thing,
because we might have left out some less-similar circumstances in which it can
be observed. Somewhere between these two extremes, there’s a limit that de-
termines just how strong “in principle” is. It’s my purpose now to say where
that limit is.

Before I begin, there are a few terminological points. First, in what follows, I
will often refer to our “imagining” possible circumstances that are candidates for
being relevant to a thing’s observability. “Imagining” is the right word, because
I want to emphasize the empirical nature of this reasoning: we imagine possible
circumstances based on what the world looks like to us now. I don’t mean
to imply any metaphysical theses about imaginability and real possibility. If
you have another verb that characterizes a way in which we represent possible
circumstances to ourselves, feel free to substitute it. Second, I have already
used and will continue to use the phrase “scientific circumstances.” By this,
I mean a possible collection of all the sorts of things I’ve mentioned already:
scientists with perceptual abilities and knowledge and training, instruments and

7It follows that “observable in principle” means “observable in at least some circumstances
sufficiently similar to our own to be considered relevant,” but there isn’t usually much debate
over this definition.
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other technology, and objects to be observed. You can think of these as all the
scientific resources of some possible world. I don’t particularly like the phrase
“possible world,” though, because any real possibility (as opposed to merely
a logical possibility) belongs to this world by definition. I’ll therefore stick to
“circumstances,” but again, you’re free to substitute another phrase if you like.
So, into the heart of the thing we go.

When we ask, “Are these possible scientific circumstances (S) sufficiently
similar to our own circumstances (R) as to be relevant to calling X unobservable-
in-principle?” we are asking two things. First, we are asking how many of the
facts about S are the same as facts about R. In particular, we need to know that
enough of the facts about S are the same as those about R. That’s what “suf-
ficiently similar” means: there’s a limit to the number of differences that we’ll
allow between our actual circumstances and the possible circumstances we’re
imagining. If that limit is exceeded, we simply don’t know enough about what
S is like to figure it into our understanding of R, so we aren’t able to say whether
the observability of X in S has any bearing on whether or not X is unobservable-
in-principle for us. We’re also asking whether or not the facts common to both
S and R are of the right sorts. S and R could have more facts in common
than we’d care to count, but if S is missing even one fact that’s particularly
important to the observability of a thing, it hasn’t got enough in common with
R to be “sufficiently similar.” It’s these two criteria together—having enough
of the right sorts of facts in common—that makes the observability of X in S
relevant to the question of whether or not it’s unobservable-in-principle in our
own circumstances.

Suppose, for example, that we are studying a neuron-firing process (P) in the
brain, and we are hoping to learn about the way this process works by removing
neurons from the brain one at a time and taking note of the effects. We are
therefore hoping to show, among other things, that P is observable in at least
a scientific sense. This method will work for a while, and we might even get
some very useful data out of it. But after we’ve removed a certain maximum
number of neurons from our starting brain—at most, one more than the initial
number of neurons minus the number required by P—it won’t be similar enough
to our original brain for our observations of its processes to matter. We will
have removed more than the greatest number of neurons we’re allowed to take
out, and we will have so mutilated the thing that the processes we observe in it
will have very little in common with the process we set out to study.

On the other hand, it might happen that the modified brain would cease
to be relevant to studying P in the starting brain long before we removed the
maximum number of neurons. Suppose, for example, that P depends critically
on a single neuron to connect two subnetworks of neurons where the process is
carried out. If that neuron is the first one we remove, then the modified brain
is no longer relevant to studying P in the starting brain, even though almost
all of the other neurons are the same in the modified brain and the starting
brain. By removing that one neuron, we destroy the possibility of observing P
in the modified brain, and thwart our research goals from the first step out of
the starting blocks.
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Though there is a lot that could be said about this analogy, the present point
is only that in both the many-neuron and the critical-neuron case, we cannot use
the modified brain (S) to argue that the process we’re looking for in the starting
brain (R) is ‘unobservable-in-principle‘. In the many-neuron case, we ruin our
brain through a sort of brute force, gradually sapping it of the facts that it has
in common with the starting brain until there aren‘t enough left for it to be
relevant. (Note, though, that in most of the steps along the way, the modified
brain is still sufficiently similar to the starting brain for it to be relevant to
the observability of P; it‘s these steps that the useful data I mentioned comes
from.) In the critical-neuron case, we ruin the brain by removing a single,
highly-relevant fact: the fact that the neuron which is essential to P is present.
There are also a range of cases between these, where we remove some neuron
critical to P further along in the process, but before we reach the maximum
number we could remove. In all of these cases, the result is the same: the final
modified brain S doesn‘t have enough of the right sorts of facts in common with
the starting brain R for processes taking place in S to bear on the observability
of process P in R.

Now we come to the tricky part. Which of the facts that R and S might have
in common are of the sorts that we have to have enough of? Which differences
will we allow, and which won‘t we? The answer has to come from our original
question of whether or not some object X is unobservable-in-principle. Since
we’re concerned with the observability of X in both our own circumstances
(R) and the circumstances we’re imagining (S), the facts that we’re going to
require R and S to have in common are facts about observation. To reiterate
the main point of the first part of this paper, then: the possibility of observing
X in some set of circumstances depends on facts in those circumstances about
human sensation and perception, facts about the properties of X and facts
about the current state of scientific knowledge, particularly about the training
and technology available to the observers. But if the brain analogy has a lesson,
it’s that not all facts are created equal when it comes to observability, so more
needs to be said about how much each of these sorts of facts is allowed to vary
between R and S.

Sensation and perception is the easy case. These facts shouldn’t be allowed
to vary at all. Van Fraassen’s point that observability is relative to the range
of abilities of human sense organs still holds. You can’t argue that, say, mice
are unobservable-in-principle because in circumstances where everyone is blind,
no one can see them. The visual abilities of blind people are not within the
normal visual range of practicing scientists (nor, presumably, of the farmer’s
wife). Similarly, you can’t argue that quarks aren’t unobservable-in-principle
because someone might be born with a very good particle accelerator in his
head. If we are to infer from the observability of X in S to the in-principle
observability of X in R, or vice versa, people in S must have the same range of
sensation and perceptual abilities as they do now.

The properties of X, so far as we know what they are, should be the same
in both circumstances as well. This point seems obvious, since if the properties
of X change, we’re no longer observing X, but something else. The point is

7



more subtle than that, though, because we’re probably only asking whether
or not X is unobservable-in-principle because we don’t know everything there
is to know about it; we might know very little about its properties. I doubt
very much that whether or not a thing is observable is the last question that
scientists answer about it. It seems more likely to be among the first, since
further research into it requires that we have some way to investigate it, even if
some philosophers might not call it “observation.” So let’s assume that we have
a very limited knowledge about the properties of X. Is that all we’re allowed to
go on when we’re deciding if X is observable in possible circumstances S? That,
to me, seems overly empiricist. If we’re entirely restricted in S to the little we
already know for sure about X, we’re likely to reach the same conclusion about
the observability of X in S as we do in our own circumstances: we don’t know.8

On the other hand, we don’t want to go making up new, unknown properties for
X willy-nilly, since in a fit of scientific optimism we might posit that it’s more
observable than it really is.

Though we may know very little for certain about X, we probably have some
interesting hypotheses about its properties, including the ones we haven’t found
a means to detect yet. If we didn’t, we wouldn’t be investigating it to begin with.
I think it’s what these various hypotheses have to say about X that we should
consider to be true in different versions of S, because we haven’t got anything
else to go on. Presumably, such hypotheses have a rational basis in existing the-
ories—they’re not just lists of made-up properties—but they’re not well-enough
confirmed to be considered scientific fact. This makes them good candidates
for the ‘potential’ properties of X. A good example of what I mean here can be
found in superstring theory. To my knowledge, no string has ever been observed;
not a single property of one has ever been detected by any piece of equipment.
There’s quite a lot of mathematical theory, though, about what strings might be
like: tiny, one-dimensional bits of energy, wriggling according to different wave
functions, in any of (up to) 26 dimensions of space-time. It’s because we have
these ideas about what strings might be like that we think we could observe
them if we had the right equipment. So they’re not unobservable-in-principle
as far as we know, at least on a scientific understanding of ‘observable’.

In general, then, I think we can postulate some properties of X in S that
we don’t yet have any evidence for, so long as we have some reason other than
our own optimism to believe that X might have them. It’s usually prudent,
however, not to assume that any of our hypothetical properties of X would
make it scientifically unobservable. Of course, there’s an economic decision to
make here: we might end up wasting valuable time and resources looking for
properties of X where they don’t exist if we assume X is observable-in-principle,
and we have to decide whether it’s worth pursuing research on the basis of
hypotheses we have no empirical evidence for. Such economic decisions, though,

8In fact, the strict empiricist will probably object to most of what I have to say in this
section about inferring from our own circumstances to the resources available to scientists
in some other set of circumstances. But this sort of empiricism is too restrictive; a little
imagination never hurt anyone, and if we don’t allow it, we can close ourselves off to fruitful
possibilities for research. I point to behaviorism in psychology and rest my case.
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are not for philosophers to make, so I abstain.
The last class of facts that are especially relevant to the question of X’s

observability in R and S are facts about the current state of scientific knowledge.
These facts are the ones that can vary the most between R and S. We want
to allow that scientists in future circumstances can make use of extensions of
our own knowledge and technology. Again, though, we don’t want to assume
that just anything is possible in the future, because we can imagine a lot of
‘possible’ circumstances that aren’t relevant to our own. For a start, we ought
to exclude from being relevant any circumstances in which the basic worldview
of science is very different from our own. At the moment, we believe that we
see things because light reflects off them and ionizes molecules in our eyes; that
there’s a reason things fall when we drop them; that things in the physical world
have mass and are composed of atoms, which are themselves composed of more
fundamental particles; that people, plants, and photons exist; and so on. Any
imagined reality where scientists have come to believe something different would
be so strange to us that we would not know how to compare the two, and we
couldn’t infer anything about the observability of X in our own reality from its
observability in the other. There’s an elementary logical reason we can’t make
this inference: from a contradiction, anything follows. If I am allowed to posit
things in S that contradict my most basic knowledge of the world, I can say
anything I like about X. But it won’t mean anything, because it will be true in
a world that, to the best of our knowledge, contradicts this one. If it doesn’t
mean anything, it’s not relevant to the in-principle observability of X.9

Scientists generally have a pretty good idea about what sorts of technology
will be open to them to use in their observations in the near future, even if they
haven’t yet worked out all the details. This is because scientific instruments are
built on principles that are already well-understood. We wouldn’t, for example,
build a particle accelerator before understanding very well how magnets work,
because it wouldn’t tell us much: we wouldn’t know why particles behaved
inside it the way that they did, so we couldn’t use it to learn anything about
particles whose behavior we didn’t know anything about. (This, I take it, is
one of Hacking’s main points in the “Intervening” half of his book: we build
instruments based on what we already know; we use them to intervene in the
world, and see what happens; and we infer, based on what we know about the
instrument and the data it produced, something about where we intervened.)
By knowing the principles that are well-enough understood for engineers to
use in designing and refining instruments, scientists can infer what sorts of
technology are on the horizon, even if no one has built them yet for various
practical reasons. These are the sorts of instruments we ought to allow our
‘possible scientists’ in circumstances S to have, in addition to the technology
available today. We should not allow them any instruments that are based on

9All this is not to say, of course, that we cannot undergo radical changes in our worldview.
We have done so even in the last century. What I’m saying is that we cannot predict in
any detail what science will be like after such a change; and since observation depends on
scientific knowledge, we can’t meaningfully predict anything about observing X under such
circumstances.
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principles that are poorly understood, or entirely imagined, because we haven’t
got any idea what such instruments would tell us. But within that boundary,
we should assume that scientists in S have as much observing power as we can
give them.

The same is true for scientific discoveries, esoteric knowledge, and technical
training. We shouldn’t posit in S any knowledge that isn’t a direct extension of
our own, in the way that I’ve already discussed with regard to the properties
of objects and instruments. If we allowed such knowledge, we could say for
example that scientists in S had ‘discovered’ a property of electrons that would
make them instantaneously visible to the naked eye, or that scientists ‘with
sufficient training’ could purify organic molecules with their bare hands. But
once again, such circumstances are not sufficiently similar to our own. There
is no indication in all our current knowledge that such things are possible,
and a fair amount of evidence that they aren’t. If electrons became ‘observable’
because someone discovered how to manipulate them to make them large enough
to see, “observable” would come to mean something substantially different from
what it means now, so we could not infer that an electron’s being ‘observable’
in that world makes it observable-in-principle in this one.

I think I’ve said enough now to illustrate the point. The basic theme here is
that we should only allow differences between R and S that are in some sense
foreseeable given what we already know about the world. We ought to have a
rational basis for positing new technologies and better knowledge for scientists
in our imagined circumstances; we shouldn’t just use science-fiction examples.
We can infer what we are likely to know soon from what we do know now.
To deny this, I think, is to misunderstand how science works: a good part of
science is testing hypotheses, and hypotheses are often imaginative extensions
of the knowledge that precedes them. To put the point the other way around,
“foreseeable” means that we must capable of integrating scientific knowledge
from S (in particular, knowledge about how to observe X) into the knowledge we
have now. We shouldn’t have to revise major portions of our ideas about reality
for things that are true in S to be true for us. If we can’t integrate S-knowledge
into our own knowledge, we can’t tell whether “observable” means the same
thing between the two-and we need it to mean the same thing in order to make
inferences about the in-principle observability of X for us. Requiring that S-
knowledge can be foreseen from and integrated into our own is the best summary
heuristic I can give for determining which circumstances S are relevantly similar
to our own, and which are not.

I’ve now said a lot about the sorts of circumstances we can imagine S to be,
and how those circumstances must agree with or can differ from our own in order
to be counted as ‘sufficiently similar as to be relevant’. It’s time, then, to say
what “unobservable-in-principle” means. Quite simply, it means the following:
X is unobservable in principle if, for all the circumstances S we can foresee which
are sufficiently similar to our own, X is unobservable in S. So there you have it:
it’s at least possible, on my view, that at any given time in science there is a
principled distinction between observables and unobservables. Things that we
do observe, or could observe if we liked, are observable-in-principle. Those that
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we can’t observe, and that we couldn’t observe in each of the relevant circum-
stances S that we can foresee, are unobservable-in-principle. This shouldn’t be
surprising. Even the most hard-headed realist (and perhaps especially he) will
admit that electrons are unobservable-in-principle in a philosophical sense: we
can’t imagine any circumstances sufficiently similar to our own where electrons
are directly observable in a philosophical sense, even with good technology and
scientific training. The realist thinks that electrons are scientifically observable,
though, because there are possible scientific circumstances where we can detect
their properties through more indirect means—namely, our own circumstances.

I doubt, however, that things are ever this clean-cut in real scientific or philo-
sophical practice. There aren’t (to my knowledge) any experts who spend much
time dreaming up possible circumstances, checking to see whether things that
we currently think are unobservable could be observed in those circumstances,
and then marking down the result as either evidence for or against those things
being unobservable-in-principle. If there are, they’re probably wasting their
time. My guess is that this sort of imagining is already implicit in ordinary
scientific reasoning. When experimenters are trying to study something, part
of what they do is think of how they might observe it, which involves imagining
or otherwise representing to themselves some pattern of events that, based on
what they already know about the thing, would allow them to infer something
else about it. This pattern of events not only has to be foreseeably possible, but
attainable through the resources available to them. If one way of observing a
thing doesn’t seem plausible, or if it can’t be done using the resources available,
they’ll appeal to their training and to the knowledge and resources of others
to find a different way. Once they come up with a means to this end, they go
and perform the experiments. If it turns out that no such means are available,
they’ll shelve the study for a day when conditions are better.

Perhaps after a period of unsuccessful or inconclusive experiments, some
philosophers and philosophically-minded scientists begin to doubt whether the
thing can be observed. Only then do they try to reconstruct the experimenter’s
reasoning about how it might have been observed, and start to ask whether there
are other ways the thing might become observable. They weigh the possibilities
and the data available, and perhaps they reach a unanimous conclusion: no,
whatever it is, it’s “unobservable-in-principle.” I now want to argue, on the
basis of what I’ve said about the meaning of this phrase, that this conclusion
presupposes a lot of knowledge about the unobservable thing, and hence that
we shouldn’t stop thinking that science could tell us something true about it.

3 Unobservables and Epistemic Caution

Van Fraassen argues that we should take different epistemic attitudes to observ-
able and unobservable things. We need only ‘accept as empirically adequate’
the statements a theory makes about unobservables, which does not entail any
commitment to their truth; but we can ‘believe to be true’ the theory’s state-
ments about observables [2, 18]. There’s no need, on his view, to be a realist
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about unobservable entities or their properties, so long as they remain unobserv-
able, and if a thing is unobservable-in-principle, we can maintain an anti-realist
stance toward it for the whole of the foreseeable future.

Here is my reply. In order to call X “unobservable-in-principle,” even in a
philosophical sense, we already have to know quite a lot about it. In particular,
we need to know the following:

1. X hasn’t been detected by normal human sensory and perceptual systems.

2. Our best hypotheses about what the properties of X are preclude its being
observed. If there are several sets of hypotheses (as in superstring theory)
about its properties, we need to know that they all preclude it.

3. We can’t refine or improve technology to observe X based on our current
scientific principles: X falls outside the resolution of the most precise
instrument we can engineer.

4. We can’t foresee building new sorts of technology to observe X based on
our scientific principles (including ones that we understand reasonably
well but don’t yet consider laws).

5. The best-trained scientists, using that technology and all the conceptual
and practical resources available to them, still can’t observe X.

Moreover, we have to know that (1) through (5) are true in all of the relevant
scientific circumstances we can imagine: so far as we know, and barring some
drastic revision of our knowledge, these facts couldn’t be otherwise. In addition,
to argue that something is scientifically unobservable-in-principle, we have to
know that:

6. We can’t even detect X or its properties through indirect scientific meth-
ods; we have no processes that will allow us to infer anything about it,
and we can’t foresee the development of any.

Again, (1) through (6) must hold true in all possible relevant scientific circum-
stances.

The claim that (1) through (5) must be true in all other relevant circum-
stances is a very strong counterfactual, even on the empirically-limited sense
of ‘in principle’ I have developed. To support it, we must believe we have
good evidence that (1) through (5) are really true in our own circumstances,
not just empirically adequate, since empirically adequate claims can support a
wide range of other incompatible counterfactuals.10 If an anti-realist like van

10Suppose that I am inferring “X is unobservable” from an empirically adequate claim P,
which has an unobservable substructure, as some part of it must if it’s talking about X.
Suppose further it is the unobservable substructure of P that makes X unobservable (e.g.,
P asserts a causal relation of between X and other unobservable entities which obscure it).
Then there are scientific circumstances sufficiently similar to ours where “X is unobservable”
is false but it can still be validly inferred from P, since P may still be empirically adequate in
those circumstances even if its unobservable substructure ceases to hold. Hence, the empirical
adequacy of claims that imply X’s unobservability is not a sufficient condition for X’s being
unobservable; those claims have to really be true.
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Fraassen now claims, “We shouldn’t be realists about X and its properties be-
cause X is unobservable-in-principle,” he denies that we can believe in the truth
of the statements about X like (1) through (5) which led us to conclude that X
is unobservable-in-principle. Thus, he undercuts all the evidence for his claim
at just the moment he asserts it. The cautious epistemic attitude van Fraassen
urges is too cautious for its own good.

This reply won’t satisfy everybody. An instrumentalist may think I have
begged the question against her: she claims we can conclude on the basis of
general scientific knowledge that X can’t be observed, and in her line of work
that means we can’t know anything specific about it. My argument requires
some very specific knowledge about X that I’m not allowed to have, on her
view, and therefore I’m not allowed to make it. The objection works like this:
we know on the basis of general scientific knowledge that there are certain
limits to our observational abilities. Our hypotheses about “X” posit that it
falls outside these limits. Therefore, ipso facto the most reality we can give X
is to think of it as a conceptual tool for making inferences about observables,
regardless of whatever else seems to be true about it. If we can’t think of it as
really real, we can’t have specific knowledge of its real properties, and without
that knowledge, (1) through (5) can’t be considered true.

The instrumentalist’s mistake is that she has too far divorced ‘general’ and
‘specific’ scientific knowledge. The things that I’ve claimed we have to know
“about X” are actually more general than they might seem. In particular, (1)
is an entirely empirically-based claim, and supposes only that we’d know X if
we saw it. Propositions (3) through (6) involve claims about how instruments
work, and since instruments are built on the basis of well-understood scientific
principles, surely that counts as ‘general’ scientific knowledge. The parts of
those claims that involve specific knowledge about X require only that we apply
those general principles to X’s properties. We can see veins in a fly’s wing, for
example, under a low-power light microscope, but we can’t see the organelles of
the cells in its wing. The microscope works the same way the whole time; it’s
only the particular properties of the objects under it that makes the difference in
their observability. So in fact, then, most of the claims “about X” are based on
fairly general knowledge, and insofar as this is true, the instrumentalist doesn’t
have grounds for her objection.

It seems that the instrumentalist’s problem is with claim (2), regarding X’s
properties. Here, she thinks, our knowledge must be specific to X, so she can
wash her hands of me. But that isn’t quite true. Though our beliefs about
X’s properties are specific to X, we have reasons for believing those things, and
those reasons are grounded in more generally-accepted scientific knowledge. Our
hypotheses about X’s properties are inferences from or extensions of other sci-
entific knowledge, as I emphasized earlier; we didn’t imagine them wildly or at
random. Perhaps our instrumentalist doesn’t like these inferences either, since
they too might involve rather specific claims about other unobservables. But
now we can repeat the analysis: we had good reasons to suppose that those
claims were true, based on other knowledge and data. We can make this argu-
ment indefinitely, until we either reach some starting inference from observables
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that she’s willing to admit is valid, or show her to be a complete skeptic about
scientific reasoning. ‘Specific’ conclusions about unobservables and their prop-
erties are not completely unrelated to our ‘general’ scientific knowledge about
observables. The former is based on and integrated with the latter, so the in-
strumentalist cannot immediately object to specific knowledge of unobservables
simply because it’s specific. It seems, then, that there might be cases where
my argument holds: the fact that we already know so much about X is a good
reason not to restrict ourselves from thinking X is real, and from trying to learn
more. Whatever the details might be, it’s worth the investment.
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